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Abstract

Sponsored Search Ads, which are displayed
alongside search results, must satisfy strict con-
straints on their wording and content, mak-
ing manual creation both time-consuming and
labor-intensive. Although template-based ap-
proaches enable efficient ad creation, maintain-
ing a diverse set of advertisements is equally
important, as repeatedly displaying similar ads
can create a negative impression among users.
In this paper, we propose AdTEx, a bench-
mark framework for evaluating the ability of
large language models (LLMs) to expand ex-
isting advertisement templates while promot-
ing diversity. AdTEXx is built on a dataset cu-
rated from real-world template-based advertis-
ing campaigns in Japan, consisting of 151,103
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headlines and 12,076 templates, and evaluates
the ability of LLMs to generate diverse tem-
plate expansions. Experimental results show
that, although further improvements are needed
in terms of content consistency, semantic sim-
ilarity, and compliance with advertising for-
mat requirements, some LLMs can generate ex-
panded templates that satisfy character-length
constraints while increasing surface diversity.

1 Introduction

Sponsored Search Ads (ads), which are displayed
alongside search results, are widely used in web ad-
vertising to promote products and services to users
based on their search queries. Such ads must satisfy
strict requirements on their wording and content
while remaining relevant to the advertised product
and attractive to potential customers (Murakami
et al., 2023). Moreover, manual ad creation is both
time-consuming and labor-intensive because ad-
vertisers must produce numerous ad variations un-
der practical constraints, including character-length
limits, formatting requirements, and advertising
compliance requirements. Therefore, Automatic
Ad Text Generation (ATG) has attracted consider-
able attention as a means of reducing this workload.

Figure 1: Overview of AATEx. Sponsored Search Ads
display headlines and descriptions alongside search re-
sults. Given a headline group and an existing advertise-
ment template as a format exemplar, AdTEx evaluates
whether LLMs can generate diverse template expan-
sions while preserving the original advertising intent
and satisfying practical ad delivery constraints, such as
character-length and formatting requirements.

In the ATG domain, thanks to recent advances in
natural language generation (NLG) with Large Lan-
guage Models (LLMs), the fluency and quality of
automatically generated advertisements have sub-
stantially improved (Kamigaito et al., 2021; Wang
et al., 2021; Jin et al., 2023; Kamigaito et al., 2024;
Wang et al., 2025; Jiang et al., 2025; Chen et al.,
2025; Zhang et al., 2025). Nevertheless, gener-
ated advertisements still require manual verifica-
tion before deployment to ensure compliance with
advertising requirements. This verification process
becomes a major bottleneck when advertisers must
quickly create large numbers of ads, for example,
for product catalogs containing many low-priced
items, such as screws and small accessories, or for
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location-specific campaigns, where each product
or location has a limited advertising budget but still
requires a separate ad.

To reduce this cost, template-based advertise-
ment delivery has become widely adopted (Kang
et al., 2025; Lee et al., 2025; Zhuang and Sun,
2025). In this approach, advertisement headlines
and phrases are manually designed as templates,
while product-specific information is represented
as placeholders. By simply filling in these place-
holders with product names or other attributes, ad-
vertisers can rapidly generate large numbers of
advertisements that satisfy character-length, for-
matting, and compliance requirements at low cost.
However, creating high-quality templates remains
a manual process that requires substantial effort.

Furthermore, relying on a limited set of tem-
plates reduces the diversity of delivered advertise-
ments. Repeated exposure to similar advertise-
ments can negatively affect users’ impressions and
reduce advertising effectiveness (Pechmann and
Stewart, 1988; Abrams and Vee, 2007). Therefore,
generating or expanding existing templates while
preserving their advertising intent has become an
important challenge. LLMs offer a promising solu-
tion for template expansion or generation. There-
fore, it is essential to systematically evaluate their
ability to generate diverse yet practical advertise-
ment templates. However, systematic benchmark
datasets and standardized evaluation frameworks
remain scarce because advertising templates and
delivery systems are proprietary.

To address this challenge, we propose AdTEX,
a benchmark framework for systematically evalu-
ating the ability of LLMs to expand advertisement
templates while promoting diversity, as illustrated
in Figure ??. AdTEX is constructed from Japanese
real-world template-based advertising campaigns
and consists of 151,103 headlines and 12,076 tem-
plates. The benchmark evaluates whether expanded
templates increase surface diversity while preserv-
ing semantic consistency and satisfying practical
advertising constraints, including character-length
and formatting requirements. In addition, we pro-
vide a baseline for expanding diverse advertisement
templates using LLMs. Our experiments show that
some LLMs successfully generate template expan-
sions with greater surface diversity while satisfy-
ing character-length constraints. However, further
improvements are required in content consistency,
semantic similarity, and compliance with adver-
tisement formatting requirements, highlighting the

challenges that remain for practical deployment.
To summarize, our contributions are as follows:

* We define the task of diverse advertisement tem-
plate expansion and propose AATEX, a bench-
mark framework for systematically evaluating
the template expansion capabilities of LLMs.

* We construct a benchmark dataset from real-
world template-based advertising campaigns
in Japan, consisting of 151,103 headlines and
12,076 templates, providing a valuable resource
for future research on advertisement template
generation and expansion.

* We establish a prompt-based baseline for di-
verse advertisement template expansion and
benchmark multiple LLMs. Our experimen-
tal results identify the remaining challenges for
practical deployment and provide insights for
future research and model development.

2 Background and Related Work

Responsive search ads. Responsive Search Ads
(RSAs)! display headlines and descriptions along-
side search results according to a user’s search
query. Rather than relying on a single advertise-
ment, RSAs automatically select combinations of
candidate headlines and descriptions to maximize
relevance and effectiveness. Furthermore, keyword
insertion” dynamically replaces placeholders with
search-query-dependent keywords, enabling scal-
able advertisement delivery. In this work, we treat
headlines containing keyword-insertion placehold-
ers as advertisement templates. These advertise-
ment templates are primarily used for products with
many variants, such as accessories that differ only
in color or model number, or for localized adver-
tisements in which only the location name is dy-
namically inserted while the remaining content is
shared across advertisements. Such template-based
advertisements are particularly common in large-
scale, low-margin advertising campaigns.

Advertisement generation. Automatic Ad Text
Generation (ATG) has been widely studied to re-
duce the manual effort required for creating adver-
tisements. Early approaches focused on example-
based generation and template filling (Bartz et al.,

1ht’cps: //support.google.com/google-ads/answer/
7684791?hl=en [Accessed: 15th July, 2026]

2https: //support.google.com/google-ads/answer/
2454041?h1=en [Accessed: 15th July, 2026]
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Figure 2: The template expansion framework consists of 3 steps. Step 1: We collected and categorized headlines by
industry. Step 2: We clustered headlines within each industry and assigned templates to each headline group. Step
3: We expanded templates by extracting common expressions from multiple headlines using existing templates.
multiple headlines using existing templates. multiple headlines using existing templates.

2008; Thomaidou et al., 2013b; Alnajjar and Toivo-
nen, 2021), information extraction from product
documents (Thomaidou et al., 2013a; Golobokov
et al., 2022), and summarization or rewriting (Fu-
jita et al., 2010; Hughes et al., 2019; Mishra et al.,
2020). More recently, LLMs have substantially
improved the fluency and quality of automatically
generated advertisements (Kamigaito et al., 2021,
2024; Wang et al., 2025; Jiang et al., 2025; Chen
et al., 2025). Existing studies have primarily fo-
cused on generating entire advertisements or im-
proving generation quality, whereas our work fo-
cuses on evaluating the ability of LLMs to expand
existing advertisement templates while promoting
diversity under practical advertising constraints.

Advertisement generation benchmarks. CAM-
ERA (Mita et al., 2024), CAMERA? (Inoue et al.,
2024), FaithCAMERA (Kato et al., 2024), and
LCTG Bench (Kurihara et al., 2025) evaluate
the ability of LLMs to generate advertisement
text under practical advertising scenarios, while
AdTEC (Zhang et al., 2025) provides a unified
benchmark for assessing advertisement quality
from multiple operational perspectives. Notably,
these benchmarks are developed for Japanese ad-
vertisements, reflecting the active research com-
munity and the availability of high-quality adver-
tising resources in this domain. In contrast, our
work focuses on advertisement template expansion,
which aims to generate diverse variants of existing
human-written advertisement templates, thereby
improving the efficiency of real-world advertising
workflows by reducing the manual effort required
to create and maintain advertisement templates.

3 AdTEx

We propose AdTEX, a benchmark framework for
systematically evaluating the ability of LLMs to
perform diverse advertisement template expansion
under practical advertising constraints. As illus-
trated in Figure 2, AdTEX is constructed from real-
world advertisement delivery logs. We first collect
advertisement headlines and organize them by in-
dustry. Within each industry, semantically related
advertisements are grouped together, and a rep-
resentative advertisement template is assigned to
each group. Given the resulting benchmark, LLMs
are prompted to generate diverse template expan-
sions by leveraging existing templates and common
expressions extracted from multiple advertisements.
The generated templates are then evaluated in terms
of diversity, semantic consistency, and compliance
with practical advertising constraints.

3.1 Dataset Construction

To construct AdTEx, we collected advertisement
data that had been used in real-world Japanese
Sponsored Search Ad campaigns. Because ad-
vertisement uniqueness is important for attract-
ing users’ attention (Mafael et al., 2021), dupli-
cated headlines were removed from the collected
data. We also excluded incomplete advertisements
whose headlines ended with an ellipsis, indicating
truncated content. The resulting advertisements
contain both reusable templates and instantiated
headlines. We therefore separated them into tem-
plates and headlines according to their structural
characteristics. To facilitate industry-wise evalua-
tion, each headline was further assigned to one
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Industry Headline  Template
Academic interests 5,805 1,028
Arts and culture 317 12
Automotives 9,266 527
Books and literature 22,884 687
Business and finance 5,874 284
Careers 8,010 1,436
Family and relationships 3,096 38
Food and drinks 2,166 49
Health 522 320
Healthy living 8,720 750
Hobbies and interests 134 58
Home and garden 1,445 214
Movies 1,354 15
Music and audio 555 22
News and politics 2,188 15
Personal finance 10,978 2,344
Pets 3,141 88
Pharmaceuticals, conditions, and 248 17
symptoms

Real estate 10,682 509
Shopping 19,126 482
Sports 1,210 27
Style and fashion 7,750 198
Technology and computing 1,035 211
Television 810 9
Travel 12,965 2,632
Video gaming 10,822 104
Total 151,103 12,076

Table 1: Distribution of advertisement headlines and
templates across the 26 IAB industry categories.

of the 26 IAB categories.® Industry classifica-
tion was performed using a Japanese BERT model
(tohoku-nlp/bert-base-japanese-v3) fine-tuned on
the shishir-dwi/News-Article-Categorization_IAB
dataset, which contains 871,909 samples. The
dataset was split into training, validation, and test
sets with a ratio of 8:1:1. The model was trained
with a batch size of 128, a learning rate of 2 x 107>,
and a weight decay of 0.01 following the Hugging
Face Trainer (Wolf et al., 2020). Early stopping
with a patience of three epochs was applied. Table 1
shows the resulting category distribution. After pre-
processing, AATEx consists of 151,103 headlines
and 12,076 advertisement templates.

3.2 Headline Grouping

To construct template expansion instances, we
grouped semantically similar advertisement head-
lines and assigned an existing advertisement tem-
plate to each group as an exemplar of the desired
output format. Specifically, we grouped every five
headlines by maximizing their mutual similarity
measured with Pairwise-BLEU (Shen et al., 2019).
We then assigned the most appropriate template

Shttps://www.iab.com/

Prompt for template expansion

Based on multiple specific ad texts, create several ad
text templates by extracting their common structures.

The templates must strictly adhere to the following
conditions:

» Templates should represent only the structure of
the ad text and must not include any specific in-
formation such as actual company names, service
names, or place names.

* Fixed parts that cannot be replaced must be within
a total of 10 full-width characters.

* Replaceable sections must use {}, and include 1
example word within the {}.

* Do not include any explanatory text or supplemen-
tary information; return only the template body.

* When multiple ad examples are provided, consol-
idate them into a single template with the most
versatile common structure.

[Output Format]
Refer to the expected output format and return only
the template text.

[Headline examples]

* For Parents Raising Children [Full-Time Job Open-
ings]

¢ Co-op Mutual Aid] For Pregnant Women

* [For Those Job Hunting]

* For Those Considering Floor Waxing

* Job Openings Suitable for Working Parents

[Expected output format]
For {keyword:Those Seeking Technical} Support

Figure 3: Prompt used for advertisement template ex-
pansion. English translation is shown here for readabil-
ity. Appendix A provides the original Japanese prompt.

by computing the average 4-gram BLEU (Papineni
et al., 2002) between each headline group and every
candidate template, selecting the template with the
highest average BLEU score. Both Pairwise-BLEU
between headlines and BLEU between headlines
and templates were computed using 4-gram BLEU.
Following this procedure, we obtained 132,863
headline groups with their corresponding advertise-
ment templates.

3.3 Template Expansion

Following CAMERA (Mita et al., 2024) and
CAMERAS? (Inoue et al., 2024), we construct
a prompt that provides the character-length con-
straints and an existing advertisement template as
an example of the desired output format. As illus-
trated in Figure 3, the prompt further includes five
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Before After
12,076

Yields Orig. x
100% 1.00x

Original Template

GPT-40-mini 71,464 60,983 85.33% 6.05x%
Gemini-2.0-Flash 95,396 85,521 89.65% 8.08x
CALM2-7B 157,359 14,516 9.22% 2.20x
CALM3-22B 77,549 55,094 71.04% 5.56%
Llama-3-ELYZA-JP-8B 107,504 19,361 18.01% 2.60x
Llama-2-ELYZA-JP-7B 22,676 5,934 26.17% 1.49x
Llama-2-ELYZA-JP-13B 12,751 5,416 42.48% 1.45x

Table 2: Statistics of generated templates before and
after filtering. Yield denotes the percentage retained
after filtering, and Orig.x denotes the expansion ratio
with respect to the number of original templates.

delivered advertisement headlines and instructs the
model to extract their shared structure and generate
diverse advertisement templates. The five head-
lines are randomly sampled from the corresponding
headline group constructed in Section 3.2.

During generation, the model produces multiple
templates in a single response. The generated tem-
plates are separated using newline characters and
treated as individual candidates. Because a valid
advertisement template must contain at least one
replacement slot that can be instantiated according
to a search query during ad delivery, candidates
without any replacement slots are discarded.

4 Preliminary Experiment

Settings. We evaluated a total of seven LLMs
using AdTEx: Llama-3-ELYZA-JP-8B*, Llama-2-
ELYZA-JP-7B°, -13B%, CALM3-22B’, CALM2-
7B%, Gemini-2.0-Flash’, and GPT-40-mini'°. For
open-weight models, we use an NVIDIA A6000
GPU. Following Sakai et al. (2024a), we set the
temperature to O for Gemini-2.0-Flash and GPT-
40-mini, while using greedy decoding with a fixed
random seed for the open-weight models.

Results. Table 2 summarizes the total number
of templates generated by each model after filter-
ing outputs that do not contain query-dependent
replacement slots, together with the number of orig-
inal advertisement templates. Table 3 further re-
ports the corresponding statistics for each industry
category. The results indicate that current LLMs

‘elyza/Llama-3-ELYZA-JP-8B
5elyza/ELYZA—japanese—Llama—2—7b—ins’cr‘uct
Selyza/ELYZA-japanese-Llama-2-13b-instruct
7cyberagent/calm3—22b—chat
8cyberaz<gent/ca1m2—7b—chat

9Gem:'Lni/gemini—Z .0-flash
00penAl/gpt-40-mini-2024-07-18

are capable of expanding advertisement templates
to a certain extent. However, substantial differ-
ences are observed across models. Gemini-2.0-
Flash expands the original template inventory by
approximately 8 x, whereas Llama-2-ELYZA-JP-
13B achieves only 1.45x expansion. In contrast,
although CALM2-7B generates the largest number
of candidate templates, most are discarded dur-
ing post-processing because they do not satisfy the
template requirements, resulting in a yield of only
about 9%. These findings suggest that success-
ful advertisement template expansion depends not
only on generation capability but also on the abil-
ity to accurately follow structural instructions and
generate valid advertisement templates.

5 Evaluation Metrics

Next, we evaluate the quality of the advertisement
templates generated in Section 4.

5.1 Automatic Evaluation Metrics

We evaluate the framework in terms of template
expansion, surface diversity among generated tem-
plates, and suitability for ad delivery. The augmen-
tation rate (AUG) measures how much the num-
ber of templates increases compared to the origi-
nal data. For diversity evaluation, we employed
Pairwise-BLEU (pBLEU) and Pairwise-BLEURT
(pBLEURT) (Sakai et al., 2025), calculated by
the mbrs library (Deguchi et al., 2024). We in-
terpret pBLEU as a measure of surface similarity
and pBLEURT as a measure of semantic similar-
ity. Accordingly, lower pBLEU indicates greater
surface diversity, whereas higher pBLEURT indi-
cates greater semantic similarity among generated
outputs. We computed weighted averages over
industries, using the number of data points per in-
dustry for pBLEU and pBLEURT. Industries with
zero templates after filtering out those without re-
placement slots were excluded from the diversity
evaluation.

Furthermore, to evaluate whether the generated
templates are suitable for ad delivery, we intro-
duce the compliance rate with the character length
limit (REG) (Mita et al., 2024) and the keyword
insertion format constraint (KREG). REG indi-
cates the proportion of headlines that satisfy the
character length constraints, defined as within 15
full-width or 30 half-width characters. KREG rep-
resents the proportion of templates that satisfy the
required format for keyword insertion. Specifically,
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GPT-40 Gemini CALM2-7B CALM3-22B ELYZA-JP-8B ELYZA-JP-7B ELYZA-JP-13B Original

Academic interests 2658 3159 448
Arts and culture 204 235 57
Automotives 3957 4771 542
Books and literature 5850 10878 5008
Business and finance 3423 3820 385
Careers 4294 5447 808
Family and relationships 1673 1691 182
Food and drinks 940 1154 140
Health 292 362 48
Healthy living 5009 6042 795
Hobbies and interests 95 105 22
Home and garden 737 867 441
Movies 525 772 131
Music and audio 361 461 243
News and politics 1026 1215 70
Personal finance 4917 6696 739
Pets 1489 2155 359
Pharmaceuticals, ... 152 162 26
Real estate 3147 5354 370
Shopping 6695 11030 1213
Sports 292 383 40
Style and fashion 4432 5886 517
Technology and computing 718 850 92
Television 287 406 94
Travel 4475 6419 1245
Video gaming 3335 5201 501

2352 738 425 264 1028
190 42 0 3 12
3604 1542 404 292 527
4316 2081 27 230 687
3252 1188 552 374 284
4265 1682 673 370 1436
1291 510 132 95 38
862 329 139 206 49
216 96 68 17 320
4069 2136 188 438 750
101 38 5 6 58
577 281 7 80 214
857 208 38 49 15
373 168 10 60 22
679 161 95 22 15
3393 1507 544 425 2344
1283 476 147 113 88
152 50 2 6 17
1643 343 212 100 509
6826 1729 1183 640 482
243 43 4 6 27
5161 1087 41 659 198
881 184 115 93 211
411 160 0 20 9
3907 1404 492 556 2632
4190 1178 431 292 104

Table 3: Number of generated templates after filtering and original templates for each industry.

the format includes curly braces containing con-
tent separated by a colon, where the part before the
colon includes a predefined term such as Keyword,
and the part after the colon provides an example
word. Alternatively, the content within the curly
braces may follow a pattern such as Location(City)
or Location(Area), where Location is followed by a
region-indicating word in parentheses. In addition,
the template must contain a non-symbol charac-
ter outside the curly braces. Furthermore, for the
evaluation of pBLEURT and REG, we evaluated
headlines made of the expanded templates. As
baselines for these metrics, we used the results of
the original templates for each metric.

5.2 Manual Evaluation Metrics

To verify the practical usability of the generated
advertisement templates, we conducted a manual
evaluation. We first generated advertisement head-
lines from each template using Gemini-2.0-Flash.
Figure 4 shows the binary screening prompt for as-
sessing an already instantiated headline, rather than
a prompt for generating its text. Among all gen-
erated templates, 2,619 templates that produced
sufficiently specific headlines were selected for
evaluation. Advertising domain experts evaluated
the generated headlines and their corresponding

You are an assistant responsible for evaluating adver-
tising text.

You will be given an advertisement generated from a
template by the user.

Your task is as follows:

¢ Determine whether the advertisement is suffi-
ciently specific and semantically valid as an ad-
vertisement.

» Return False if the advertisement is semantically
invalid, unnatural, or too abstract.

¢ Return False if the advertisement contains unnec-
essary or inappropriate terms for advertising.

e Return True only if the advertisement is natural,
specific, and suitable for use as an advertisement.

Follow the output format below:
* Respond with either True or False.

* You must return only True or False.

[Headline generated from the template]
{headline}

Figure 4: Prompt used for template filtering. The orig-
inal Japanese prompt is provided in Appendix A; the
English translation is shown here for readability.

templates using three binary criteria. Grammar
measures whether the generated headline contains
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Automatic Evaluation

Manual Evaluation (1)

AUG (1) pBLEU (}) pBLEURT (1) REG (1) KREG (1) \ Grammar Coherence Rational
Original 100.00 11.264 5.55 11.13£ 6.29 99.99 85.19 \ 100.00 100.00  100.00
GPT-40-mini 504.99 8.15+3.39  10.694 5.30 88.38 75.67 91.15 50.08 85.33
Gemini-2.0-Flash 708.19 6.22+2.00 11.31+£ 5.30 91.82 17.32 90.18 69.03 83.94
CALM2-7B 120.21  8.46+ 3.31 10.604+ 5.98 82.07 50.85 93.76 73.24 84.01
CALM3-22B 456.23  8.60+ 3.96 9.02+ 4.57 84.03 77.25 91.98 61.35 83.61
Llama-3-ELYZA-JP-8B 160.33  7.104+3.42 7.864 4.45 86.97 65.27 77.79 4493 79.02
Llama-2-ELYZA-JP-7B 49.14 11.9245.68 8.88+5.79 85.34 87.82 56.81 31.00 41.95
Llama-2-ELYZA-JP-13B 44.85 5904 3.25 8.61+ 5.00 41.18 59.08 80.50 57.33 71.65

Table 4: Evaluation result. Bold is the highest value, underline is the second one. =+ indicates the standard deviation.

grammatical errors. Coherence measures whether
the generated headline is semantically coherent and
natural. Rational measures whether the advertise-
ment template itself is semantically coherent and
suitable for reuse as a template.

Moreover, commercial advertising platforms im-
pose strict grammatical and content requirements
on advertisements'!. Because all collected adver-
tisement templates had been used in real-world
advertising campaigns, we consider them to sat-
isfy these requirements and report the original tem-
plates as the human evaluation baseline (100%).

6 Results
Table 4 shows the overall results of the evaluation.

Automatic evaluation. Focusing on AUG in Ta-
ble 4, most models achieve higher than the base-
line, suggesting that AdTEX can generate more tem-
plates than the original ones. Focusing on pBLEU
and pBLEURT in Table 4, while most models also
obtain lower pBLEURT scores, indicating weaker
semantic consistency than the original templates,
most models achieve lower pBLEU scores than the
baseline, indicating greater surface diversity. Fo-
cusing on REG and KREG in Table 4, most models
achieve over 80% for REG. In contrast, KREG
shows variation across models. These results sug-
gest that while models tend to adhere to character
length limits, their ease of compliance with specific
formatting requirements varies.

Manual evaluation. The manual evaluation re-
sults in Table 4 indicate that most models achieve
around 80% or higher in Grammar and Rational, ap-
proaching the baseline. While Coherence reaches
at most approximately 73%, suggesting that con-
tent coherence requires improvement compared to

11https://support.google.com/adspolicy/answer/
6021546 [Accessed: 15th July, 2026]

pBLEU pBLEURT

r  p-value r  p-value
GPT-40-mini 0.18 <0.001 0.25 <0.001
Gemini-2.0-Flash 025 <0.001 042 <0.001
CALM2-7B 0.08 <0.001 0.16 <0.001
CALM3-22B 020 <0.001 0.28 <0.001
Llama-3-ELYZA-JP-8B  0.20 <0.001 0.25 <0.001
Llama-2-ELYZA-JP-7B  0.02 020 0.09 <0.001
Llama-2-ELYZA-JP-13B  0.06 <0.001 0.08 <0.001

Table 5: Correlation results between the pPBLEU of head-
lines and the pPBLEU and pBLEURT of the generated
templates. r denotes Pearson’s correlation coefficient.

No Word Insert Both  Total
GPT-40-mini 11993 2672 173 14838
Gemini-2.0-Flash 1478 62714 6518 70710
CALM2-7B 7051 31 53 7135
CALM3-22B 12325 195 13 12533
Llama-3-ELYZA-JP-8B 5162 1114 448 6724
Llama-2-ELYZA-JP-7B 710 8 5 723
Llama-2-ELYZA-JP-13B 2077 106 33 2216

Table 6: Number of instances for each error type by
model. Total represents the total number of errors.

grammatical correctness and template validity.

7 Analyses and Discussions

Association between headline surface similar-
ity and generated-template similarity. Since
higher surface similarity reflects more similar vo-
cabulary and greater semantic similarity due to
shared product details (Aoki et al., 2025), we com-
pute the correlation between the Pairwise-BLEU of
the headlines and the pBLEU and pBLEURT of the
generated templates to analyze their relationships.
Although most models show no significant correla-
tion between Pairwise-BLEU and pBLEU, weak to
moderate correlations are observed, suggesting that
surface-similar headlines lead to the generation of
semantically similar templates.
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Figure 5: Industry-wise diversity evaluation results.

Error analysis for template format. We ana-
lyzed the templates generated by each model that
do not conform to the required format. Table 6
presents the number of instances of each error type
by model. We denote cases where no non-symbol
characters appear outside the curly braces as No
Word, cases where unsupported insertion phrases
are generated as Invalid Insert, and cases contain-
ing both failures as Both. For most models, the
number of cases classified as No Word is higher
than those classified as Invalid Insert, indicating
that models more frequently fail to include non-
symbol characters outside the curly braces. In con-
trast, Gemini-2.0-Flash exhibits a larger number of
failures categorized as Invalid Insert.

How does industry affect the diversity evalua-
tions? Since model performance is influenced by
industry differences (Mita et al., 2024), we conduct
an industry-wise analysis of the diversity metrics.
Figure 5 shows the results of the diversity metrics
for each industry. The diversity metric values vary
across industries. Furthermore, for pPBLEURT, in-
dustries that exhibit relatively high values in the
source data tend to also show relatively high values
across the models. Appendix B provides detailed
industry-wise results for each evaluation metric.

Impact of ad delivery constraints on diversity.
We investigated diversity among generated tem-
plates satisfying the character-length and keyword-
insertion format constraints evaluated by REG and

pBLEU () pBLEURT (1)
Original 17.63£8.43  16.96+ 10.11
GPT-40-mini 12.59+ 4.45 12.48+ 6.16
Gemini-2.0-Flash 11.90+ 3.94 13.26£ 6.15
CALM2-7B 14.20+ 5.59 13.96+ 7.94
CALM3-22B 12.31+ 4.99 10.14£5.29
Llama-3-ELYZA-JP-8B 13.59+ 5.57 10.41£ 5.80
Llama-2-ELYZA-JP-7B 13.78+ 6.25 9.53£ 6.57
Llama-2-ELYZA-JP-13B  16.01+ 6.67 12.31+ 7.34

Table 7: Surface diversity and semantic similarity for
the subset satisfying the evaluated character-length and
keyword-insertion format constraints. Bold is the high-
est value, underline is the second one. =+ indicates the
standard deviation.

KREG, respectively. We recomputed pBLEU and
pBLEURT on this subset for comparison with the
scores before this filtering step. Table 7 presents
the results, with the Original row providing the
existing-template baseline filtered under the same
constraints. Across all models, the constraint-
compliant subset has higher pPBLEU and pBLEURT
scores than the corresponding scores in Table 4,
indicating lower surface diversity among the re-
tained templates and greater semantic similarity
among headlines instantiated from them. These
differences reflect the properties of the outputs re-
tained after filtering, rather than changes in model
behavior caused by enforcing constraints during
generation. Finally, Table 8 shows the original tem-
plates used in actual ad delivery and examples of
generated templates.
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Translated English (gloss)

Template source Japanese
Original {Keyword: BRI R N} 2 BEEL & 5
GPT-40-mini {keyword: BT TODHEETENII LS

Gemini-2.0-Flash

7 —
CALM?2-7B {(keyword: NGDT A T L) F v
CALM3-22B {Keyword: BM#G} BIAZOK, kKA

Llama-3-ELYZA-JP-8B
Llama-2-ELYZA-JP-7B
Llama-2-ELYZA-JP-13B

{keyword: 2\ < B A VEE

{Keyword: 59 9 8} D {Keyword: AL.IEE } Y

HY O A4 1) 8 B D {keyword: 75 i 44 )

FLA keyword: X 1 T M HZERII L 7=

If you are looking for { Keyword:nursing jobs}

Find {keyword:recommended compression
underwear} here

{Keyword:Recommended} { Keyword:Hokkaido}
tours

Check out {keyword:popular items}
{Keyword:Men welcome}; immediate move-in
available / job openings

{keyword: Product name} that is easy to install
A wide selection of {keyword:stuffed toys}

I succeeded at {keyword:dieting}

Table 8: Examples of original and model-generated templates with English glosses.

8 Conclusion

We proposed AdTEX, a benchmark framework for
systematically evaluating LLM-driven advertise-
ment template expansion. Automatic and man-
ual evaluations show that current LLMs can in-
crease surface diversity while generally satisfying
character-length constraints for ad delivery. How-
ever, preserving semantic consistency, complying
with formatting requirements, and maintaining con-
tent coherence remain challenging. Correlation and
error analyses further reveal that generation quality
depends on both the similarity of input headlines
and the underlying LLM. We hope that AdTEx will
facilitate future research on expanding practical ad-
vertising templates and contribute to more efficient
real-world advertising operational workflows.

Limitations

Language. We conduct our experiments and
analysis using Japanese advertisement text, and
the findings are not intended to be directly gener-
alized to all languages. However, we believe that
the proposed template expansion framework can be
readily adapted to other languages. Furthermore, as
discussed in Section 2, Japanese has become a com-
mon testbed for advertisement generation research
due to the maturity of its advertising ecosystem and
the active research community. We hope that this
study will provide a foundation for extending ad-
vertisement template expansion to other languages.

LLMs. We evaluated AdTEX using seven diverse
LLMs, including both open- and closed-weight
models, with varying parameter scales. Although
evaluating additional LLMs would further broaden
the benchmark, the primary contribution is the for-
mulation of the advertisement template expansion
task and the introduction of AdTEx as a benchmark

framework. The selected models already exhibit di-
verse behaviors, enabling a comprehensive analysis
of the task’s characteristics and challenges. There-
fore, we leave broader model coverage and future
performance improvements to subsequent work.

Prompt. Prompt design is known to affect LLM
outputs (Sakai et al., 2024b). Since this study
focuses on generation through the instruction-
following ability and inductive reasoning of LLMs,
we explored only diverse template expansion from
a single prompt. Although evaluation across di-
verse prompt templates would be desirable, we did
not explore such variations because our primary
focus is on proposing the task and its evaluation
methodology.

Ethical Considerations

We carefully verified that the dataset contains no
personally identifiable information, harmful con-
tent, or inappropriate material that would conflict
with the data provider’s guidelines. Therefore, we
believe that this study fully complies with the eth-
ical standards and considerations required for re-
sponsible research conduct. The data were pro-
vided by an advertising company under a formal
data-sharing agreement. The agreement explicitly
permits their use for this research, and all experi-
ments were conducted in accordance with its terms.
We used Al-assisted writing tools, such as DeepL
and ChatGPT, for translation and grammatical re-
finement. However, all original scientific content,
including the research ideas, methodology, experi-
ments, analyses, and conclusions, was developed
and written by the authors. The authors take full
responsibility for the content of this paper. Based
on the above, we believe that this study complies
with the applicable ethical standards and that all
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relevant ethical, licensing, and Al-use disclosures
have been appropriately provided.
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A Examples of Prompt in Japanese

Figure 6 shows the original Japanese prompt for
advertisement template expansion corresponding to
Figure 3. Accordingly, Figure 7 shows the original
Japanese prompt for template filtering correspond-
ing to Figure 4.
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Prompt for template expansion in Japanese B Detailed Automatic Evaluation Results

BE D B2 RS R 2z, HERhE 2
&gtﬁ%i%yfv~b%w<oﬁﬁﬁb
TLEX W,

T TV —=MNIUTOEMEH T LTI
W,

e TV U — MIEEXDOHED A% KL,
EREDOMY - F— VY 2% - i 7% Y BARK
HHRITEDRNT &,

c BT ERVWEEBSIEIEAXTETH
FHOXFLINET B Z &,

o EHATREAERMITIZBT (N EMH L. (YN
Bl UTABHIERZIDTZHL TLEI W,

o BHASCRH R IT YR ET, TV —
FAXDIHEST Z &,

o IREXDEEHIG X S5NDGE. kb ILE
Momnwiti@EofEEz12icEedTT VS
L—MEgTBZ L,

(HAFR]

HEFETeHAERESZIZLT, 7L —}

XDABELTL X\,

OUN=p"4RE

s TETHOAAN [IEHEDRA]
o [a—THE] WiRPOHA

o [HHIEE R D HA)

o RDT w27 AW R IREF DS
e FETHOATEEED T UVRA

(HfF 9 2 A=)
{keyword: £l } & BEEL DI~

Figure 6: Prompt for template expansion in Japanese.

Ad Template Extraction in Japanese

HIRT IR EXDFMEITI T AR T
9, =Y =5 ltemplated 5 ERK U 72 JE &
X BNEZONET,

HREDTIRATIIUTOEEL T :

o IREXH TEMAMED B O, JREX & U TEK
DAL B0 &2 HWrd B,

o RIRMAKAL LW - RER - RN T E5
%54 13False % K9,

c RENE UTAELRABIEEN TV
5False % K3,

« BHRVHARTILEXE LTHHATE 2SS
D ATrue% KT

HITERIZLARIZRES Z &

o True/False TH|Wrd 3

o %9, True H U < & False DAZIKT Z &,

(templateh™ 5 ERK L 72155 3C]
{headline}

Figure 7: Prompt for filtering template in Japanese.

by Industry

We evaluated the impact of industry categories on
automatic evaluation metrics. Detailed results are
provided in Tables 9, 10, 11, and 12.
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GPT-40 Gemini CALM2-7B CALM3-22B ELYZA-JP-8B ELYZA-JP-7B ELYZA-JP-13B Original
Academic interests 9.6 +352 11.39 £454 9.66 +4.02 7324332 12.77 £6.04 7.64 +3.83 10.92 +549  9.68 +3.33
Automotives 8.03+£3.09 8.07+28 6.64+276 6.64 +3.09 8.78 +£4.77 7.38 £3.27 7.04 +£393 8.36+344
Books and literature 18.1 £6.96 16.24 +5.77 1629 £6.59 13.87 £583  11.86 +6.22 30.44 +13.34 8.47 +461 998 +4.15
Business and finance 8.06 +3.2 71426 6.67+27 521+252 7.78 £3.75 5.0 +£2.68 7.59 +4.49 717 £3.1
Careers 9.37+376 9.54+37 8.42+364 6.69 +3.15 7.35 +3.77 6.18 +3.35 7.64 +4.19 10.59 +4.57
Family and relationships 746 +345 6854305 5.83+243 6.84 £385 8.91 +4.08 10.0 £5.25 9.08 +42 9.84 +£349
Food and drinks 122 +463 9.49 +3.65 937 +372 10.55+466 1457 +7.03 13.25 +£531 11.27 £4.95 11.72 +£4.24
Health 10.12 +£4.17 9.8 +£4.02 9.56 +431 10.5 £3.85 1431 +612 1191 +£5385 9.98 £549 13.45 +£7.66
Healthy living 8.7+374 851+301 7.81+369 6.72+341 10.35+6.56 7.33 £336 7.37 £5.02 14.78 £+ 10.67
Hobbies and interests 9.11 4353 8.18+352 743+269 7.53+382 11.7 +£5.69 29.48 +9.3 17.08 £8.67 5.85 +2.64
Home and garden 8.61 £3.16 8.06 £2.61 7.54+£2.74 7.83 £45 8.76 £3.15 33.25 + 1347 7.1 4+32 12.16 £535
Movies 11.45 +4.03 12.55 +596 11.52 +4.65 9.71 £429 20.86 +10.62 18.91 +11.49 15.84 £7.35 22.08 +4.16
Music and audio 10.24 +3.64 7.86+291 9.6+362 7.52+329 10.06+493 10.66 +5.09 8.924+3.99 14.32 +445
News and politics 9.96 +4.08 10.18 +49 7.89+357 6.39+3.15 17.68 +£6.54 22.52 +10.0 12.68 +8.9 28.53 + 19.01
Personal finance 8.48 +£3.19 9.84 £383 7.08 +2.76 59+282 7.1 +£3.66 6.04 +3.27 7.11 £409 849 +39
Pets 10.81 +4.19 11.29 +4.11 10.64 £385 9.78 £4.11 1256 +6.25 1527 +6.46 7.9 +375 14.14 +6.27
Pharmaceuticals, ... 11.36 +481 832+378 7.25+387 12.57+822 15.67+753 0.48 +0.07 536 +1.96 9.05 +3.46
Real estate 1498 +566 18.6 +584 11.64 +453 9.38+438 15.16+676 11.08 £6.52 9.93 +£43 19.74 +£5.89
Shopping 1142 +446 11.67+41 9.44+39 8.03+371 10.92 +5.29 11.2 +5.08 11.39 £5.93 11.6 +£5.0
Sports 9.05+374 8864331 924431 9.35+375 12.87 +64  13.87 £9.32 10.4 +581 14.19 +5.44
Style and fashion 10.63 £459 9.05+334 7.92+322 6.77+307 10.57+533 10.95 +3.82 791 +46 183 +961
Technology and computing 11.05 +3.62 10.24 +3.68 9.73 +£3.72  8.31 £3.89 8.9 +294 9.09 +3.48 10.89 +4.27 22.22 + 11.84
Travel 8.624+3.05 1044 £361 7.6+306 693 +3.17 7.87 +4.19 7.85 +3.26 8.13+39 10.99 +4.49
Video gaming 11.54 +4.65 12.85+507 9.54+37 7.32+341 9.34 +4.14 8.04 +3.85 6.86 +39 8.19+341

Table 9: pBLEU results each industry. As a baseline, we refer to the values obtained from original templates.
=+ Values indicate the standard deviation.

GPT-40 Gemini CALM2-7B CALM3-22B ELYZA-JP-8B ELYZA-JP-7B ELYZA-JP-13B Original
Academic interests 9.6 £352 11.39 £454 9.66 £4.02 7.32+332 12.77 £6.04 7.64 £3.83 10.92 £549 9.68 +£3.33
Automotives 8.03 £3.09 8.07 £2.89 6.64 +2.76 6.64 +3.09 8.78 £4.77 7.38 £3.27 7.04 £393 8.36 £3.44
Books and literature 18.1 £6.96 16.24 £5.77 16.29 +6.59 13.87 £583 11.86 £622 30.44 +13.34 8.47 461 9.98 £4.15
Business and finance 8.06 £3.2 7.1+26 6.67+27 521+252 7.78 £3.75 5.0+268 7.59 +£449  7.17 £3.1
Careers 9.37+£376 9.54+37 8421364 6.69+3.15 7.35+£3.77 6.18 £3.35 7.64 £4.19 10.59 +4.57
Family and relationships 746 £345 6.85+3.05 5.83+243 6.84 £3.85 8.91 £4.08 10.0 £5.25 9.08 £42 9.84 £3.49
Food and drinks 122 +£4.63 949 +365 937+372 10.55+466 1457 £7.03 13.25+531 11.27 £4.95 11.72 +424
Health 10.12 £4.17 9.8 +£4.02 9.56 +431 10.5 £3.85 14.31 £ 6.12 11.91 £5385 9.98 £549 13.45 +£7.66
Healthy living 8.7+374 851+301 7.81+369 6.72+341 10.35+656 7.33 £336 7.37 £5.02 14.78 £ 10.67
Hobbies and interests 9.11+£353 8.18 £352 7.43 £2.69 7.53 £382 11.7 £5.69 29.48 £9.3 17.08 £8.67 5.85 £2.64
Home and garden 8.61 £3.16 8.06 £2.61 7.54 +2.74 7.83 +£45 8.76 £3.15 33.25 +13.47 7.1 4+£32 12.16 £5.35
Movies 11.45 £4.03 12.55 £596 11.52 465 9.71 £429 20.86 £10.62 18.91 £11.49 15.84 £7.35 22.08 £4.16
Music and audio 1024 £3.64 7.86£291 9.6 +362 7.52+329 10.06+493 10.66 +5.09 8.92 £3.99 14.32 +445
News and politics 9.96 £4.08 10.18 £49 7.89+357 639+315 17.68+654 22.52+£100 12.68 £8.9 28.53 £ 19.01
Personal finance 8.48 £3.19 9.84 £3.83 7.08 £2.76 59+282 7.1 £3.66 6.04 £327 7.11 £4.09 849 £3.92
Pets 10.81 £4.19 11.29 £4.11 10.64 £385 9.78 £4.11 1256 £625 1527 £6.46 79+375 14.14 £627
Pharmaceuticals, ... 11.36 +4.81 832+378 7.25+387 12.57+£822 15.67 £7.53 0.48 +0.07 5.36+1.96 9.05 +£3.46
Real estate 1498 £566 18.6+584 11.64 +453 938 +438 1516+676 11.08 £6.52 993 £43 19.74 £5.89
Shopping 11.42 £ 446 11.67 £4.1 9.44 £39 8.03 £3.71 10.92 +5.29 11.2 +£5.08 11.39 £ 593 11.6 £5.0
Sports 9.05+£374 8.86+331 924+31 935+375 12.87 £64  13.87 £9.32 10.4 £581 14.19 £544
Style and fashion 10.63 £4.59 9.05+334 7.924+3.22 6.77 £3.07 10.57 £5.33 10.95 +3.82 791 +£46 183 +9.61
Technology and computing 11.05 +3.62 10.24 +£3.68 9.73 £3.72  8.31 +3.89 89 +294 9.09 +3.48 10.89 +4.27 22.22 +11.84
Travel 8.62 £3.05 10.44 £+ 3.61 7.6 +£3.06 6.93 £3.17 7.87 £4.19 7.85 £3.26 8.13 £39 10.99 +4.49
Video gaming 11.54 £4.65 12.85+5.07 9.54 £37 7.32+341 9.34 £4.14 8.04 £385 6.86 £39 8.19 £341

Table 10: pBLEURT results each industry.
=+ Values indicate the standard deviation.

. As a baseline, we refer to the values obtained from original templates.
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GPT-40 Gemini CALM2-7B CALM3-22B ELYZA-JP-8B ELYZA-JP-7B ELYZA-JP-13B Original

Academic interests
Arts and culture
Automotives

Books and literature
Business and finance
Careers

Family and relationships
Food and drinks
Health

Healthy living
Hobbies and interests
Home and garden
Movies

Music and audio
News and politics
Personal finance
Pets
Pharmaceuticals, ...
Real estate
Shopping

Sports

Style and fashion

Technology and computing

Television
Travel
Video gaming

89.05
82.35
92.01
90.72
88.75
89.75
79.26
88.94
89.73
87.52
82.11
84.53
85.33
88.64
91.91
87.43
80.52
88.16
91.80
87.18
89.73
88.11
83.70
82.23
88.67
89.03

93.61
84.68
96.19
86.10
94.37
95.91
97.04
90.21
88.40
95.02
82.86
85.81
87.82
89.59
85.68
89.96
87.94
80.86
90.75
93.51
86.42
89.48
86.35
85.47
95.09
93.64

85.49
78.95
77.55
86.06
82.34
86.82
73.63
85.00
85.42
78.24
77.27
77.32
58.78
83.95
84.29
80.38
73.82
61.54
76.96
81.32
70.00
83.14
81.52
76.60
81.58
71.20

85.20
87.37
81.81
88.55
84.32
83.38
73.64
83.51
85.19
83.11
78.22
79.51
78.18
86.60
92.49
85.49
76.52
90.79
85.98
82.80
87.65
85.79
82.75
81.02
83.58
86.13

91.23
90.00
84.98
93.15
86.16
87.71
87.80
92.90
89.29
85.88
94.44
83.39
83.92
92.12
95.21
86.62
87.31
85.11
85.48
87.45
83.72
86.67
75.43
91.25
80.41
83.74

89.13
84.50
92.59
86.24
88.77
70.77
89.78
83.58
84.49
100.00
85.71
76.32
100.00
75.53
76.11
94.52
100.00
82.86
86.60
100.00
80.49
90.35
84.90
87.21

25.38
33.33
50.00
42.17
37.43
28.38
48.42
78.64
23.53
27.63
66.67
71.25
32.65
65.00
18.18
44.34
41.59

0.00
53.00
30.00
33.33
44.31
33.33
15.00
42.24
60.96

100.00
100.00

99.81
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00
100.00

Table 11: REG results each industries. As a baseline, we refer to the values obtained from original templates.

GPT-40 Gemini CALM2-7B CALM3-22B ELYZA-JP-8B ELYZA-JP-7B ELYZA-JP-13B Original

Academic interests
Arts and culture
Automotives

Books and literature
Business and finance
Careers

Family and relationships
Food and drinks
Health

Healthy living
Hobbies and interests
Home and garden
Movies

Music and audio
News and politics
Personal finance
Pets
Pharmaceuticals, ...
Real estate
Shopping

Sports

Style and fashion

Technology and computing

Television
Travel
Video gaming

71.37
98.04
80.16
80.50
74.96
72.89
95.16
91.70
76.37
46.60
77.89
94.57
74.48
95.84
85.96
67.93
93.49
75.00
87.19
75.73
67.81
85.40
72.56
95.82
69.72
75.29

24.50
15.74
18.74

6.70
19.40
16.71
10.05
14.64
22.10
18.97

6.67
23.30
16.71
16.27
22.47
19.94

8.12

4.32
41.60
16.01

8.09
13.52
15.65
15.02
16.59
16.90

50.89
52.63
68.63
39.86
60.52
54.33
81.32
66.43
79.17
40.13
59.09
41.04
70.23
28.40
57.14
59.40
63.23
65.38
64.05
62.16
52.50
59.77
61.96
40.43
57.19
55.69

72.36
80.53
82.10
76.25
79.61
73.97
87.84
86.77
80.56
52.64
69.31
86.14
89.61
90.08
68.04
71.18
92.05
76.32
82.84
78.08
66.26
86.05
75.60
88.08
73.64
82.84

57.59
76.19
68.55
63.67
65.74
62.01
64.51
78.42
63.54
56.27
78.95
71.53
71.15
73.81
59.01
55.28
79.83
66.00
83.38
68.65
51.16
73.05
63.59
61.88
64.39
73.94

85.18
88.12
92.59
91.30
84.99
87.88
92.81
86.76
88.83
80.00
100.00
73.68
80.00
72.63
89.15
64.63
100.00
91.98
91.29
25.00
97.56
90.43
86.18
87.94

56.06
100.00
64.73
51.74
64.71
56.49
62.11
62.14
64.71
35.62
0.00
72.50
95.92
51.67
59.09
50.82
76.99
50.00
75.00
66.56
66.67
65.55
41.94
100.00
51.98
67.12

83.17
83.33
92.22
73.94
81.34
85.03
100.00
95.92
64.38
66.27
39.66
97.20
73.33
90.91
86.67
84.81
96.59
58.82
92.93
91.70
81.48
84.85
93.84
88.89
92.97
70.19

Table 12: KREG results for each industry. As a baseline, we refer to the values obtained from original templates.
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